2   even page
IEEE TRANSACTIONS ON XXXXXXXXXXXXXXXXXXXX,  vol.  #,  no.  #,  MMMMMMMM  1996

AUTHOR:  TITLE
odd page    3

Engaging with the LEAD Science Gateway Project: Lessons Learned in Successfully Deploying Complex System Solutions on TeraGrid
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Abstract

As the LEAD Science Gateway Development and Globus software development teams stepped up their engagements together in late ’07, it became apparent that LEAD was hitting capability limits and needed to dramatically improve system performance if they were to meet their goals.

Successfully deploying complex systems depends on each of the system components, but even more so on how these components are assembled. The probability of failure increases with the complexity of the overall system, and the failures that occur are not often easily traceable to the root causes. Tackling the issues for LEAD required assembling a team of over 20 experts, not just from LEAD and Globus, but also from TeraGrid just to incorporate the expertise needed to understand and improve the system. Having a large team available to oversee the problems that were occurring at any moment in time was crucial to the success of the project.

In this paper, we explore some of the problems that were encountered, in categories including component analysis and testing; component deployment; and system integration. We also summarize key lessons learned along the way. Our experiences highlight the interdependence among the teams and the need for cross-domain expertise in attempting to understand and attack science problems using TeraGrid.

.
1
Introduction and Background on LEAD
The Linked Environments for Atmospheric Discovery (LEAD) [1,2] is a NSF funded Science Gateway project that is pioneering new approaches for integrating, modeling, and mining complex weather data. LEAD is building cyberinfrastructure to enable faster-than-real-time forecasts and democratizing the use of these tools and technologies. In Spring ‘07, LEAD initiated a pilot project and provided access to high resolution weather forecasts computing on TeraGrid[3] to a selected group of users from 9 institutions participating in the National Collegiate Forecast Competition [4]. The pilot project was well received by user community and based on the interest and discussions with weather challenge organizers LEAD decided to take the bold step of reaching out to graduate and undergraduate students from all of the 67 participating institutions. 
The national collegiate weather forecast contest known as WxChallenge engages graduate and undergraduate students from 64 universities to forecast the maximum and minimum temperature, precipitation category, and maximum sustained wind speeds for selected U.S. cities. In Spring 2007, 75 students and faculty from 10 institutions were invited to use the LEAD Portal and the underlying TeraGrid resources to run WRF-based forecasts using the available rich local observational data. 
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LEAD cyberinfrastructure is based on a service-oriented architecture with a web portal as the front end interacting with industry standard BPEL based workflow enactment engine. The FORTRAN applications are wrapped as web services using the Generic Service Toolkit that interfaces with Grid resources for job submission and file transfers. A combination of these wrapped services are constructed as workflows and made available to users for execution. Upon the launch of these workflows, the BPEL based workflow engine orchestrates the services and invokes them based on data, control and conditional dependencies. When an application service is invoked with a set of GridFTP [5] locations of input data, the service toolkit transfers the data onto compute resources, and then submits a job description to the Globus [6] GRAM4 service. After GRAM4 notifies that the job has completed, output is transferred to a persistent location and the workflow proceeds to the next service.

Due to limitation on availability of computational resources and due to a lack of comprehensive scalability and reliability testing, these 75 users were grouped into 10 groups, based on their institution and on each forecast day, each group was allowed to run two workflows with varied forecast configurations. During the course of 4 weeks the participants launched a total of 279 forecast workflows. Each of the workflows had 7 job submissions and multiple file transfers. Of the 279 workflows submitted, only 57% completed successfully. A workflow failure indicates a failure in data transfer and/or job submission.
     In spite of valiant development, debugging, and performance improvement efforts by individuals on the LEAD, Globus, and TeraGrid teams, by the fall of ’07 (as noted above) it had become clear that the infrastructure was not able to support the increased throughput the Spring challenge would require. A decision was made to defer WxChallenge participation and actively collaborate with Globus and TeraGrid teams. With usage predicted to increase by a factor of seven relative to the Fall ’07 challenge, it was understood that computational throughput would need to increase by at least an order of magnitude if the goals were to be met. 
2
The Gateway-Debug Team

The computational difficulties encountered by LEAD touched on all aspects of the computational infrastructure; pair-wise efforts between a handful of targeted individuals were insufficient to solve the problems in an effective manner and a new approach was suggested. The “gateway-debug” mailing list was created to bring together all the individuals whose expertise would be needed to address any anticipated computational problem. Various members of the Globus team were engaged to provide middleware support; the entire LEAD development team was included, since much of their client infrastructure was developed in-house; TeraGrid resource providers from Indiana University, NCSA, PSC, and SDSC were included to help with infrastructure support; TeraGrid managers responsible for infrastructure, and particularly Gateways, were included, as was a layer of management from TeraGrid, Globus, LEAD, and the three TG providers to round out the stakeholders. 

Although performance visibly improved as a result of discussions on the gateway-debug list, success was still elusive. Only 67% of the 1217 additional LEAD workflows were successful. To deal with these failures, LEAD added fault tolerance and recovery capabilities to their code. Even though this was an improvement over Spring’07, it still did not meet user expectations. The LEAD, Globus, and TeraGrid teams needed an even more focused effort on understanding, tracking and solving problems.

As the Spring ’08 challenge began in early ‘08, the sense of urgency was growing, and the managers on the gateway-debug team reprioritized each of their team’s goals to focus and sustain effort on the problems at hand. It was at this point that maximal progress started happening. Together, the team systematically prioritized and focused on each of the key issues that LEAD was experiencing. In practice there were two main problems: data transfers were failing, and seemingly independently, job executions were failing. We analyze several problems from each category in the next two sections.

Before continuing the discussion, it is helpful to make several general observations:

1) The analysis described below has been written with the enormous benefit of hindsight. Many of these insights were lacking or not at all obvious when the problems were being tackled.

2) Although the problems as re-created below following a linear train of thought, in practice all of these problems occurred in parallel, compounding the debugging difficulties. A number of parallel email threads were started to help keep track of the issues.

3) LEAD debugging was accomplished in a high-pressure, time-sensitive environment with the LEAD project striving to achieve its goals in front of a looming deadline. In such situations it is easy to optimize for expediency, but as will be discussed, an expedient strategy can have long-term negative implications.

In spite of numerous opportunities for finger pointing in every direction, there was a remarkable attitude of camaraderie among in the team. Everyone on the team worked tirelessly (continuously upgrading and testing the systems) and bent over backwards to achieve what was needed to solve the problems.
3
Data Transfer Analysis
Some of the earliest data transfer problems for LEAD began with a problem that was observed in striped GridFTP servers. Globus GridFTP [7] servers allow transfers to be striped across multiple back end servers, thereby delivering advantages in terms of both performance and transfer load balancing across striped servers. It had been noticed that transfer failures would occur whenever any back-end server that was part of a striped GridFTP server configuration failed (or hung). All striped transfers that invoked a failed system would abort. 

Unfortunately, this failure mode was largely transparent to the TeraGrid operators. When users reported a problem, the operators would most commonly ping the front end GridFTP node (which was usually up and running) and report back that everything seemed to be in proper order. GridFTP itself had no mechanism for realizing that one of its striped back ends had failed and thus would continue processing ill-fated transfers. Unless an administrator happened to notice the system failure it will likely go unnoticed. The result was that it often took nearly a week and dozens of back–and-forth emails before the GridFTP back end was properly restored to a fully functional state. Also, it was noted that while this failure mode could potentially affect many sites running GridFTP servers, in practice it seemed only to be affecting the LEAD team. Hence the source of the problem was difficult to pinpoint. This example illustrates how a seemingly simple problem can introduce a range of complex interactions between software providers, service providers, and custom client software designers: Should the TeraGrid operations team have the infrastructure (or procedure) in place to “notice” whenever a back-end GridFTP server went down? Should GridFTP have been able to identify when one of its striped back ends was down and send errors to the TeraGrid administrators? Should the client have been designed to work around failed servers? With over 1000 GridFTP servers running around the world, why were other sites not seeing the problems that LEAD was seeing? Or were some sites seeing similar failures and just not recognizing or reporting them? 
The striped server failure mode had previously been brought to the attention of the GridFTP team and fixed in the GridFTP server code. However, the fix itself required a significant reworking of the internal code structure and required several API changes. As a result, the fix needed to be released as part of a development version. (Limiting the extent of code changes in production releases was part of a largely successful Globus effort to increase the stability of Globus production distributions.) As it turned out, this fix was maintained in development versions (4.1.x) for over a year as the Globus team focused on releasing stable incremental releases (4.0.x) and held back on producing a major new release (4.2) that would have incorporated the development code versions. Thus, the fix was never actually deployed in production on TeraGrid systems, although it was tested at PSC. (A policy for almost every major grid infrastructure is to sanction only the software versions that are released as “production versions.”)

In response to the difficulties that the LEAD team continued having with striped GridFTP servers, the GridFTP team created a work-around script that would run in conjunction with striped GridFTP servers. This script would periodically ping each of the servers in the striped GridFTP configuration and remove any back end servers that did not respond from the lookup table used for scheduling transfers. This script was publicized in the usual Globus manner via Bugzilla and emails were sent directly to the LEAD team who had filed the bug. The script was installed on the Indiana University TeraGrid systems, and the initial response from the LEAD team was that this script was successful in dramatically decreasing the number of failed transfers. Everyone gave a sigh of relief when this problem was “solved.”

Unfortunately, the problems were far from over. Whenever LEAD would run actual “challenge sized” workflows, data transfer failures would multiply. The gateway-debug team (see the list of participants in the footnotes) was formed and began looking at these problems. One thing that the gateway-team started requesting was detailed logfiles to examine. For the first time, complete GridFTP logs began to be posted, and the failure modes could be studied in more detail. Indeed some of the failure modes were consistent with striped server failures, but there were a large number of other failures as well including security authorization errors, “connection refused” errors, and “file not found” errors. These errors included some strange errors where anticipated directories were not found. The GridFTP team recognized that these were not necessarily “GridFTP” errors per se, but errors that were passed through GridFTP and were likely due to the file systems themselves to which GridFTP was connected. 

The gateway-debug team also made increased use of the Inca infrastructure [8,9,10] to test GridFTP transfers at SDSC, NCSA, PSC, and IU. Inca is a monitoring tool designed to detect Grid infrastructure problems by executing periodic, automated, user-level testing of Grid software and services. Originally developed for the TeraGrid project, Inca has been monitoring TeraGrid software and services since 2003. 

In order to minimize impact on TeraGrid systems, Inca tests have traditionally been executed every 24 hours. However, while daily tests can catch basic configuration or incompatibility problems that once fixed are not likely to recur often, they do not detect failures in “real-time.” In order to detect repeatable problems that LEAD users found, such as a service accidentally being killed or in trouble due to load issues, Inca added real-time monitoring to key services (starting with GRAM and GridFTP). Existing tests were partitioned and enhanced to create a new set of lightweight tests that could be run at a higher (3-10 minute) frequency (e.g., “check whether a service port is open”) and a set of more thorough tests that executed at lesser 12 hour frequency (e.g., “submit jobs to the batch system”). In total 163 tests were added to 15 resources at NCSA, SDSC, ANL and Indiana. 

These new tests minimize load on the machines and reflect problems that gateway users encounter. System administrators are automatically notified when errors are detected and thus can resolve software and services problems with less difficulty and in less time. Inca also generates weekly status reports to show detected errors and their pattern of occurrences. The contents of these reports were reviewed and discussed during gateway-debug calls.

Although a small number of Inca failures occurred frequently, the transfers would usually succeed when retried. However, problems continued to occur whenever the LEAD team ran simultaneous production workflows, in which each workflow would spawn seven or more jobs together with multiple small (~100 MByte) and larger (~3 GB) file transfers. Later analysis suggests that as the infrastructure became stressed and failures started occurring, the number of retries would increase, and the number of transfer errors would quickly cascade. As a result, many workflows encountered errors somewhere in the pipeline and did not complete.

One problem turned out to be that the stripped gridftp auto-correction script (mentioned earlier) that was supplied to work around failed back end servers was not being run at any of the TeraGrid sites other than IU. Even at IU it was not clear that it had been restarted every time a GridFTP front-end server was restarted. Although the gateway-debug team soon made sure the script was running at all the sites where LEAD was doing transfers, transfer failure modes involving striped servers could not be eliminated entirely, and the recommendation was made to transition to non-striped GridFTP servers for LEAD workflows. This problem once again emphasizes the importance of operational process to ensuring application success.

The removal of striped servers for LEAD proved more difficult than first expected. It took several days of effort and back-and-forth discussion with the RPs until all previously striped transfers were verifiably running on non-striped GridFTP servers. Additionally, the use of non-striped servers introduced a new problem: load distribution. Reverse DNS mechanisms were now being relied upon to distribute the load across the non-striped GridFTP servers. Achieving a suitable configuration also took a considerable amount of discussion but greatly improved after best practices for setting up reverse DNS servers were shared on the gateway-debug team. All in all, it took more than a week to make configure non-striped GridFTP servers that could deal with heavy loads.

Another part of the LEAD client infrastructure is the Reliable File Transfer (RFT) service[11] that is used to keep track of transfers in a database and dynamically retry GridFTP transfers when they fail. In test cases, this services was not working as well as hoped and additional retry layers were added to the LEAD infrastructure. A detailed study of work loads and LEAD RFT client improvements have been shared as a short paper [12].

As the gateway-debug team later learned, one reason why RFT did not perform as expected was that it did not perform retries on security errors. Unfortunately, under heavily loaded conditions, either GridFTP servers can be too busy to respond to authentication requests, or the authentication system itself can become overloaded and report errors. The gateway-debug team concluded that the default authorization timeout settings of 30 seconds were perhaps too small and should be increased to 120 seconds. The gateway-debug team allowed such changes to be made quickly. Also, RFT was patched to allow retries for this case. Again, the gateway-debug team made it easy to quickly add patches to all the software that was in place on the systems, and keep track of such changes.

Additional errors encountered when testing this code led to further modifications to RFT, in this case to cycle through IP addresses and make sure the GridFTP server responds before initiating transfer requests. It also led to a re-write of the LEAD RFT client interface to bundle small jobs and thereby reduce the total number and frequency of transfer requests.

The existing RFT service only throttled between transfers from a single request, but when multiple independent requests were made to RFT, the lack of throttling overwhelmed GridFTP servers, either causing them to fail or generating connection refused errors. Subsequently, the RFT developers worked on a patch leveraging the queuing mechanism from the Globus GRAM4 service to limit the number of concurrent requests.

As testing continued, at one point there was a handful of requests on the gateway-debug list where LEAD was asking RPs to restart the non-striped GridFTP servers. As GridFTP server failures were now being seen in both striped and non-striped modes we started asking a question that should have been studied more in the beginning: “What is causing the GridFTP servers to fail?” Several RPs reported that the failures were consistent with running out of memory. This observation immediately led to a lengthy discussion on appropriate GridFTP settings that would limit the number of simultaneous connections to any GridFTP server. Again, utilizing the gateway-debug team, it was easy to coordinate tests and to set meeting times when multiple individuals could be online simultaneously to test and view results in real time. This coordination was invaluable as some GridFTP parameters settings were tested, and recommendations made to the RPs. One result of this work is a short guide (in preparation) from the GridFTP team on setting certain key tuning parameters. 

In retrospect, several (but not all) failure modes could have been eliminated by applying recommended practices for configuring GridFTP servers, and using proper settings and consistent retry modes. Identifying root causes before simply introducing retries would have helped as well. However, there was no doubt that LEAD was pushing the system beyond where it had been previously pushed under normal TeraGrid loads. 

There remained some failures that could not be accounted for. The root cause for these was later identified in certain jobs that would appear to “vanish”, and this turned out to be not a file transfer error, but intertwined with Job execution problems.
4
Job Execution Problems

A number of issues were encountered by LEAD that affected the overall usability of the job execution system on TeraGrid. These issues included problems with: service configuration, service restart automation, service testing/monitoring, Globus Toolkit software, CoG Kit client software, and cluster local resource management (batch queue scheduling) software.

At NCSA, the GRAM4 service container was run on a login node. During heavy use (high load) the service became unreliable. After deploying the service on a separate service node, reliability improved.

At IU, after the service host was rebooted, the GRAM4 service container was not automatically restarted. After it was restarted, the correct sudo configuration was not preserved. This problem was corrected. Periodic service testing to monitor that all LEAD required services are functional (at least at a basic level) was improved to detect these types of issues and alert the appropriate grid service admin. This testing and reporting has improved usability.

More difficult issues to track down occurred in the layers of job execution client and service software used by LEAD. An early problem encountered by LEAD was that jobs failed due to lack of progression through the normal job lifecycle (UNSUBMITTED, PENDING, ACTIVE, DONE). Increased availability of log files enabled us to recognize that GRAM4 jobs submitted to the local resource manager at IU, IBM’s Loadleveler, never returned a GRAM4 state “PENDING” notification. These jobs were successfully queued to loadleveler, but to LEAD they appeared as the GRAM4 job state “UNSUBMITTED”. Jobs remaining in the UNSUBMITTED state for too long would timeout and be interpreted as a failed job. These jobs are then resubmitted. The problem was that IBM’s Loadleveler does not provide an event in the loadleveler log file to indicate a job has been queued. The GRAM4 scheduler event generator (SEG) gets the loadleveler job state changes from this log file. IBM has been contacted to correct this problem. The workaround was to increase the timeout period for these jobs, but this change can affect the LEAD workflow’s ability to identify job that have truly stalled and should be considered failed and thus resubmitted.

Another software issue was that some LEAD jobs seemed to “vanish”. After getting additional details about the problem it was guessed that the likely cause was that jobs were being submitted with duplicate identifiers. The GRAM4 job submission interface requires that clients supply unique identifiers for each job submitted. This mechanism is used to ensure idempotence despite communication failures: if a job submission request does not receive a response, a client can resubmit it with the same identifier. If a job is submitted with the same identifier, then a new job is not created; instead, a pointer to the previously created job is returned. 

The submission ID was obtained by calling Axis uuidGen program. Under high concurrent calls a duplicate UUID can be returned. The unfortunate result is that two different jobs end up being submitted with the same identifier. The second job is ignored by the GRAM4 server, and from the perspective of the client appears to “vanish.”

This problem was a known bug in the Axis uuidGen program that had long been corrected in the Globus distribution. However, the client used by LEAD, CoG, used an old (buggy) version of the Axis uuidGen program. After updating to a newer version, the problem was gone.

Under a large number of concurrent GRAM4 job requests, delays would begin to occur and grow, eventually causing connection timeouts. From analyzing a container thread dump during a timeout situation, it was determined that the GT Core notification component was not processing notifications quickly enough. These queued and took too long to process. A more efficient method was implemented to resolve the problem.

As a result of all this effort, LEAD workflows now achieve an order of magnitude better performance than in the Fall’07 challenge. The gateway-debug team played a key role in making this happen, by providing a key forum for information exchange among all required experts. It also became a forum for quickly disseminating patches and a mechanism to keep everyone up to date on all problems.

To help other TeraGrid Science Gateways, the LEAD developers in co-ordination with GRAM team have conducted a comprehensive testing of GRAM4 service after applying all the software patches resulting from gateway-debug effort. The testing results have shown a encouraging increase in scalability of GRAM4 service and some potential reliability problems have been exposed and but more analysis is needed to understand the limits of Reliability of the GRAM4 service. The details of the testing and results can be found in [12].

5
Lessons Learned
Although there are a variety of lessons that can be learned from this scenario, we will try and highlight the lessons that are perceived to be the most important. 

Solving complex grid-related problems is a group effort that requires everyone to step out of their comfort zones and help each other. Software users, software developers, and infrastructure providers are more interconnected than is often perceived. There were several instances where Globus software was at fault even though LEAD team members could not demonstrate this to be the case. In other cases, Globus software was thought to be responsible for problems when the problem was LEAD application software or faulty configuration of software (e.g., DNS round robining) at an RP site. In yet other cases, problems arose due to unexpected interactions among components, each of which was apparently working “correctly.” Members of all participating teams sometimes found themselves debugging problems that were not of their making.

It is important to identify the root causes of errors rather than being quick to create workarounds. This observation is especially true when development teams are closely engaged and willing to turn around quick fixes. For example, in early work, additional retries were added into the LEAD software stack. In retrospect it would almost certainly have been better to identify the source of the transfer failures rather than to keep re-trying. Also, once these layers get built into the infrastructure, they tend to stay long term and can mask other problems—and even compound errors.

Log files must be saved and be readily available to everyone who needs access to them for debugging purposes. Whether separate accounts with access to these files need to be created, or the files need to be posted in a place where they can be accessed externally, these plans need to be thought out ahead of time. When systems are restarted after failures, often logfiles disappear, and effort is required to capture and publish these valuable files before a restart is attempted. Preparations should be made for individuals who may be external to the grid to access important logfiles and system states. (In one instance, a Globus developer noticed an irregularity in the daemons that were running and corrected a problem.)

Tools that can systematically cull data from multiple locations that affect distributed systems would have been helpful. For example, diagnostics that collected data from all corners of a third party transfer would likely have identified some of the errors that we encountered.

System-wide monitoring software is needed to ensure basic client and service functionality is working. Such monitoring can reduce the number of problems gateways users encounter for things that are often simple to resolve and cannot be resolved by the user.
Monitoring is only useful if associated operational processes are in place to restart services once failure is detected. In some cases, we discovered that operational processes were not in place at RP sites to restart services following failures.
More rigorous testing is needed that covers expected gateway usage before services are made available to gateways developers. A clear statement of the limits of the software and hardware components will help to minimize the need for extensive debugging.
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